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Research Is Up and Running!

Started studying a lot about audio processing.

Built a simulator on top of Meta’s SoundSapces.

Developed an audio processing pipeline with some visualizations for

exploring simulator results

Explored a few options for realistic audio simulation, taking room

acoustics into account.

Currently building a dataset for a first world model experiment.



Options for Audio Simulation

AV-RIR

TDW

Uses ML to generates highly precise RIR given echoing speech,

a panoramic image of the space and raw geometry/material

descriptors.

Repo is minimal and not maintained, requires a lot of data

effort, and I don’t know how good it is realistically. 

It’s a multi-model physical simulation plataform built on top of

Unity.

It’s maintained in LTS, but It’s very famous for being good in

general physics simulations. However, it has very limited

acoustic capabilities.

https://anton-jeran.github.io/AVRIR/
https://github.com/threedworld-mit/tdw


Options for Audio Simulation

Resonance Audio

Meta XR Audio

Google’s SDK for spatial audio. It’s supported by a lot of

different plataforms, from Android and iOS, to Unity and

Unreal.

It was discontinued and apparently it has limited acoustics

capabilities.

Meta’s DSK for spatial audio, focused mainly on AR/VR

experience. It has plugins for all their Quest series and also for

UNity and Unreal (even for FMOD 👀).

It’s highly maintained and used in the industry. This might be a

great candidate for experiments, especially because of the

generalizability of Unity.

https://resonance-audio.github.io/resonance-audio/discover/overview.html
https://developers.meta.com/horizon/documentation/unity/meta-xr-audio-sdk-unity/


Options for Audio Simulation

SoundsSpaces 2

An academic project from Meta designed to provide very

precise and realistic (binaural) IR for every agent position in a

room given sound sources.

It is built on top of Habitat-Sim, Meta’s 3D physics simulator,

and Habitat-Lab, Meta’s library for training embodied AI.

The project stopped being maintained in late 2024, but it’s still

used for audio research and it very easy to extract information

from since it was made for AI training.

https://soundspaces.org/
https://aihabitat.org/docs/habitat-sim/
https://aihabitat.org/docs/habitat-lab/


Working with SoundSpaces 😮‍💨

Data

A lot of compatibility issues during

installation.

It doesn’t include datasets, so you

have to download them separately,

and most of them require asking

for permission and signing terms.
Installation does not include full

Habitat-Sim, which limits the

experiments (no RGB sensor).

A few problems with the pipeline

Installation

The pipeline only fully works (with

materials) on one dataset.

The continuous simulator seems to

require a different Habitat-Sim (yet

again), so I didn’t manage to run it.

I had to build my own simulator

based on theirs.

Continuous Simulator



Working with SoundSpaces 💪

Rollout Simple

Position both the agent and the sound

source wherever you want in space.

Position both the agent and the sound

source in space and give the agent

predetermined actions.

Get the IR from the agent’s pose and

spatialize the entire audio for that one

pose.

Now let’s talk about my simulator

Static

Get the IRs for every pose and

spatialize this navigation.

Sample an initial position for both the

agent and the sound source within the

Navmesh.

Compute the shortest path between

them and navigate the agent to the

sound source, capturing IRs for every

pose and spatializing navigation.

Rollout Target



Working with SoundSpaces 🎵

The sound source is to the right of the

agent, but close.

The agent is in a place with a bit of of

echo.

Let’s hear some noise!

Static

The sound source starts to the left of

the agent, still close.

The agent rotates 360º, satarting

torwards the sound.

Rollout Simple

https://drive.google.com/file/d/1v6q1laIsvDONg_T_hfcooAUFgnVTH3_C/view?usp=sharing
https://drive.google.com/file/d/12KSisbyQ6n5eirSdz62LNEfUpIFnSR87/view?usp=sharing


Working with SoundSpaces 🤔
Great stuff, but how about navigation?

Easy Case Hard Case



And How Does the Simulator Work?

It was built in accordance to SoundSpace’s continuous simulator.

We then convolve both the IR from time t and IR from time t+1 with

the sound segment of time t+1. The first represents what the current

sound would have sounded if we were still in previous pose, and the

second what the sound actually sounds like from our current pose.

We save the IR of our pose in time t. Then we take a step with the

agent, bringing us to time t+1, and get the IR of our new pose.

We then crossfade the beginning of the sound at t+1 convolved with

IR at t+1 with the sound at t+1 convolved with IR at t to simulate audio

continuity even though our agent take discrete steps.



And How Does the Simulator Work?

I also fixed a bug from the SoundSpaces simulator that we can hear

even on their demo video.

Different positions in space can have IRs with different lengths. This

is because of the acoustics of every position, so there are places with

longer reverbs than others.

If you don’t properly zero-pad the shorter IRs so that every IR has the

same length, you’ll end up with audio segments of different lengths

when doing the crossfade, which not only fundamentally misaligns

the audios in time, but also can create click/pop sounds.

It was bothering me a lot when hearing the spatialized sounds and

can definetly interfer with our learning model later.

https://www.youtube.com/watch?v=4uiptTUyq30


And How Does the Simulator Work?
Let’s hear some noise again!

No Crossfade Broken Crossfade Fixed Crossfade

https://drive.google.com/file/d/1cpwVJXxv4XLwjCuRfRE14wfHR6zubkEt/view?usp=sharing
https://drive.google.com/file/d/1b7yqVPx-B0ND3sT9WWtavUKIosJ6K1bN/view?usp=sharing
https://drive.google.com/file/d/1BOuYnhUrTcm2ktAipCbk5pYEAV8Uk5X2/view?usp=sharing


And How Does the Simulator Work?
Now let’s look at it!

No Crossfade Broken Crossfade Fixed Crossfade



And How Does the Simulator Work?
Now let’s look at it (again)!



Preparing Data for Machine Learning 👀

Now how are we preparing the data for machine learning?

Well, we first need to understand how we, humans, navigate with

sound. Then we can start thinking of approaches to process data in a

way machine learning models can understand.

But this is a discussion for another meeting, because I did not have

enough time to prepare what I wanted both to have and to show yet.



Preparing Data for Machine Learning 👀



SoundSpaces is a great deal, but it has its limitations, especially

in terms of 3D scene generalizability (thinking about Eyllo

trainings now). I think it’s definetly the way to go now, but let’s

keep other tools in mind for the future!

Conclusions

We are getting closer and closer to the world model part of the

work. I’m looking forward to seeing what is waiting for us on the

other side!

Audio simulation, audio processing and audio learning are all

hard tasks, but there’s still so much more to try!



AV-RIR: Audio-Visual Room Impulse Response Estimation by Anton Ratnarajah

ThreeDWorld: A Platform for Interactive Multi-Modal Physical Simulation by Chuang

Gan

Efficient Encoding and Decoding of Binaural Sound with Resonance Audio by Marcin

Gorzel

Meta XR Audio SDK by Meta

SoundSpaces and SoundSpaces 2.0 by Changan Chen
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